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Introduction

ASupervised Learning
- Learning a mapping function to regression & classification
- Learning from training data

AUnsupervised Learning

- Learning approaches to dimension reduction, clustering,
density estimation

AReinforcement Learning

- Learning to do sequential decision making
- Learning from delayed reward
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Basic concepts

W statei , agent giveso
Y Geti from environment
Agent ) ,
y  Transition to state
. Y statei , agent giveso
State, Reward Action ) genty
St Tt a; Z Geti from environment
Z  Transition to state
Environment Z statei , agent givesd
z XX

A Trajectory: { hoh H hoh R ho 18
A Transition:{ hidoh H ), @ hoh i 0 X
A From initial statd hwe can sample many trajectories.

2019/4/15 Tencent Social Ads n. 5



Basic concepts

A State: feature vector of the current situation
- In Atari, A picture
- In RTB, <bias, conversion, pcvr, pctr, I >
AAction: given by agent based on current state
- In Atari, left / right / up / down
- In RTB, adjust factor
AReward: assessment of action, given by environment
- In Atari, reward=1 if succeed, reward=0 If fall

- In RTB, reward = \/
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An example

www.BANDICAM.com A State: a screenshot

- Picture
AAction: left / right

AReward: 1/0
- Break the brick, 1
- Miss the ball, O
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Markov Decision Process (MDP)
An Introduction
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Markov decision process (MDP)
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Markov decision process (MDP)

action state action =state action state
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Markov assumption / property

AlF eve | viEHRY, b B hvhs F eV, | YhE
AlF ey | YoEDY, FE, B hvhE F > s v,
ATransition probability: oy "ETile v ve W, +

A4

AReward function: 4%, Al | ve VvAv, W, F
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PolicyZ

ANeural Network

-Z(9w F
A Action

- Discrete action
- Continuous action: Z (W Hhz (v ahHD4 HQ

state > > | action

V; AR
AN

AN
‘
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State-value functiony? v

AW >
A Start from state
ATrajectory 1:
ATrajectory 2:
ATrajectory 3:

Ad

2019/4/15

> aA» E|v v

v play to the end of the game.

Y= > hv i he- B |, decayed reward = »  ap
Y= > hvh -8 |, decayed reward=  »  a»
Y= > hv i he B |, decayed reward = »  #p
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State-value function-r*

ATrajectory
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State-action function |[-% W

AECRD () By vl ¥ v [ vz (D)
|LZ(‘h+>

actlon a, reward = R(a

LV
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Markov decision process (MDP)
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Relationship? iz W

Az o] (Y
AT (9 OFez7% v

Az' o] = ACAR By [FOVI W 17 (1)
AT (W OFfey= ACHY By [HOV] ¥ (1)

Az:(w +rl oo Wt
AT (W Ofep- " Wt
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Policy iteration

Alnitialize Z
ACompute 4(9

- vhz(v)h» hvhZz(v)h» I8

oG ) T T Y T =
AUpdate Z

PATORNEN e
ACompute 1% ™' ¥
AUpdate Z* m*® <
Ad

By
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Value iteration

Alnitialize 1 v
Aupdate (9

-9 Doy [n(IHAY By FCvl W (D]
ACompute Z

20 ol - (R By OV B ()

AOr we could iterate “E"IhH
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Bellman equation

Ar(w  [NCRZ v) By VI ¥Z v (1)]
Alf(¥z £) [M(IZ v) By vl ¥2 v [F(wz $)]
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Reinforcement Learning
--- Q-Learning
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Q-Table

ARefer table to choose action
Alt can be updated

i -1 -3 g 2

i * * * *
i * * * *
i * * * *
i * * * *

i * * * *
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An example

AState is the distance away from exit
AAction is forward or backward
Alnitial Q -Table

1Ne 1Ng 1Ne INe  10Ne
INe  1Ne INe  1Ne  -BNe

AFirst round later

1Ne 1Ne INe  5Ne 10N
INe  1Ne INe  -INe  -5Ne
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An example

A Second round later

1Ne 1Ne 6Ne  8Ne  10Ne
INe  1Ne ONe  -3Ne  -5Ne

AMany rounds later

3Ne  4Ne 6Ne ONe 10N
ONe  ONe  -INe  -3Ne  -5No
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Basic QLearning

AUpdate every entryin Q -Table
Aln state v take action = getreward »; transition to state

A Gradient

b 2O OB W

- Like Floyd Algorithm
AUpdate [F( WP
OB RO 0 e a0y R | W
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Basic QLearning

Initialize ()(s,a) arbitrarily
Repeat (for each episode):
Initialize s
Repeat (for each step of episode):

Take action a, observe r, s

Q(s.0) — Q(s,a) + a[r +ymaxy Q(s',a') - Q(s,a)]

§+— &

until s is terminal

Choose a from s using policy derived from () (e.g.. e-greedy)
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Deep QNetwork

Alf the state set is infinite?
- No Q Table
ADeep Neural Network

s 0Ga
g‘ ¢ scalar

2019/4/15

o Q" (s,a = left)

‘ Q"™ — Q™(s,a=right)
— Q" (s,a = fire)
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Other variants

ADouble DON

- One network to choose action
- Another network to evaluate Q( s,a)

A Continuous DQN

o

/ u(s)

? 2(s)
V(s)
Ad d
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Reinforcement Learning
--- Policy gradient
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Policy gradient

51 a S2 a,
o JI] - I
— — |
S1 aq 59 a- S3

Trajectory gt — {51’ a,S2,Aasz, ", ST, aT}

Po(7)
= p(sy)pe(aq]|s1)p(s2|s1, ar)pe(az|s2)p(s3|sz, az) -
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Trajectory
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Policy gradient

51 Ci1 52 ciz
oo -

Reward
r2
A
A -
Ade AW Buyf (Wem(W
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Policy gradient

VRo = ) R@Ups(r) =) R(®)pe(r)

= Z R(7)pe(1)Viogpe(T)

N
1
= Er-py(o[R@VIogpo ()] = = ) R(E")Vlogp(t™)
n=1

Tn

N
1
— N Z Z R(T")Vlogpg (a?IS{I)
n=1

t=1

2019/4/15 Tencent Social Ads .

34



Proximal Policy Optimization (PPO)
AOn-policy

VRg = Ez~pyr)[R(T)VIogpe (7)]

A Off -policy

= pe(T)

VRg = Ervp ' (1T) D (T)R(T)VIOQPO(T)I

Almportance sampling
- Assumption: If 1 (1) Qi "Qa "@adwi t
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Other variants

ADeep deterministic policy gradient (DDPG)
ATrust region policy optimization (TRPO)
Ad d
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Reinforcement Learning
--- Actor-Ciritic
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Problem of policy gradient

N
- |
7Ry =5 » » R@™)Vlogps(afist)

It is probability ...
Ideal I
case

a b ¢ a b c

a b C a b C
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Baseline reward

ABasic policy gradient

N Ty
= 1
VRg = NZ Z R(z")Vlogpe(at'|si)
n=1t=1

AAdd a baseline reward

N T,

_ 1
VR ~ -ﬁz Z(R(r") — b)Vlogpe(allst) b ~ E[R(7)]
n=1t=1

advantage
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Advantage actoicritic

ATD-error

N T,
Z Z FVT(sP) — VT (sP))Vlogpe(al|sh)
n=1 t=1

AMonte Carlo -error

N Tn T
ZZ > = v ) iogpa(atis?)
(s B

critic actor
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Asynchronously Advantage Actdcritic (A3C)

Global Network

£
Actor mi(s; @) ‘ Critic V(s) ‘

Input (s)

€ I — [ I — i ) £ )
—3 —39
5 5 — —J
Worker Woarker Worker Worker
$ ¢ 0 {
[ Environment ] [ Environment ] [ Environment ] [ Environment ]
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Reinforcement Learning Application
In ads
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Problem

AGive adjusted factor )
AChoose click log
- Max_cpa* | > ecpa

ACompute score

2019/4/15

adgroupid current siteset fraud_type cost report_conversion target_cpa max_cpa report_time ecpa

962 71979193 10 25.0 1.0 0.0 0 26250 45230 -1 1829.689427
963 71979193 10 25.0 1.0 0.0 0 26250 45230 -1 2293.199967
064 71979193 10 250 0.0 107.0 0 2625.0 4523.0 -1 2652.972370
965 71979193 10 250 0.0 200 1] 26250 45230 -1 2691.338172
966 71979193 10 25.0 0.0 300 0 26250 45230 -1 2729.030343
967 71979193 10 25.0 0.0 56.0 0 26250 45230 -1 2748.947779
oG8 71979193 10 250 1.0 0.0 0 2625.0 4523.0 -1 2790.494198
969 71979193 10 250 0.0 &7.0 1] 26250 45230 -1 3016.184124
970 71979193 10 25.0 0.0 79.0 0 26250 45230 -1 3028.532611
a7 71979193 10 25.0 0.0 100.0 0 26250 45230 -1 3088.102674
972 71979193 10 250 0.0 700 0 2625.0 4523.0 -1 3182.258031
973 71979193 10 250 0.0 106.0 1] 26250 45230 -1 3288.750431
974 71979193 10 25.0 0.0 €30 0 26250 45230 -1 3341397137
975 71979193 10 25.0 0.0 €90 0 26250 45230 -1 3348.984903
oré 71979193 10 250 0.0 690 0 2625.0 4523.0 -1 3348.984903
9rT 71979193 10 250 1.0 0.0 1 26250 45230 11 3345984903
978 71979193 10 25.0 0.0 750 0 26250 45230 -1 3349133439
979 71979193 10 25.0 0.0 530 0 26250 45230 -1 3381.309150
020 71979193 10 250 0.0 61.0 0 2625.0 4523.0 -1 3411.860949
981 71979193 10 250 0.0 610 1] 26250 45230 -1 3411.86094%
1020 71979193 10 25.0 0.0 400 0 26250 45230 -1 43382211683
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Problem

777

s

3@”31?VJJEXXWU’T? ....... ....... ....... ........

Ll Ly Ly

| | | |
1 1 1 1
A 1stinterval A 2nd interval A 31 interval A n-1t interval
- Conversion - Conversion - Conversion - Conversion
- Cost - Cost - Cost - Cost
R total A compute
- Conversion - \/
- Cost
- K H R
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Experiment setting

A State: feature vector
- <pError, iError , dError, t I mest amp, bi as, I >
AAction: adjust  factor

- Discrete action
- Continuous action, @D U * h,

AReward: evaluation
- R
AMethod: A3C
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Idea

Global Network

Criticl V(s) ' Critic2 V(s)

Actor i(s; 0)

AUse separated reward

- Rewardl: adjust bias

- Reward2: adjust conversion ..,:t(s) ’
e
E | ) —7 | ) 1 E§| J | i
. & | o i
. = — N i
i Worker Worker i i Worker Worker E
i ) ¢ H— ) ;
i [ Environment ] [ Environment ] i i [ Environment ] [ Environment ] i
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Idea

AReward1: adjust bias

2
CPAU) g [ — x°, 1.2 < x
Reward; red =4q1—x, 1<x<1.2.
cpAY)
' target k]__ x <1
AReward2: adjust conversion
{ 1 1
. i <X
conversions'iJ) 1+eX
Reward> —.7) =\ x. 0.8 <x<1:
{I‘-‘JHUE?‘SI{]HSPJ% D
' (X — 0.8, x <0.8
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Current result

AThe result is on training ads

Model

Revenue

Cost

ROI

A2C
DON
Agg-A3C
01-A3C
02-A3C
MoTiAC

1.0019 (+0.19%)
0.9840 (-2.60%)
1.0625 (+6.25%)
0.9744 (-2.56%)
1.0645 (+6.45%)
1.0421 (+4.21%)

1.0366 (+3.66%)
0.9765 (-2.35%)
1.0952 (+9.52%)
0.9580 (-4.20%)
1.0891 (+8.91%)
1.0150 (+1.50%)

0.9665 (-3.35%)
1.0076 (+0.76%)
0.9702 (-2.98%)
1.0170 (+1.70%)
0.9774 (-2.26%)
1.0267 (+2.67%)

Table 2: Comparative Result based on PID

Tencent Social Ads .
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Multi -process

AProblem: large click log

- Share memory

A Solution

- Redis, multiprocessing.manager

- Notwork (due to the overhead of pickle)

- Ctypes , multiprocessing.sharedctypes

- Work

2019/4/15 Tencent Social Ads .
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Multi -process

ructure) * common.DAY 0 JUNT) ),
JUNT) ),
tructure) * common.DAY OP_COUNT)),
_0P_COUNT) ),

elf.ad_id_feature = AdIdFeature(array)

est.ad id feature)

_list)
n_len list =
Siﬂﬂ_iﬂTG_liSt}

Info{array, start_time_stamp)
num

ACtypes class

Apython class

2019/4/15 Tencent Social Ads n. 50



Multi -process

AMachine: 126G memory

A5 workers experiment
- 20190109 all ads loading
- Shared memory: 20.2G / 126G
- Not share: 84.5G / 126G

A Similar running time
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Future Work About Our Project
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Future work

AChange the definition of state

- To address sparsity of state

A State definition
- <Bias pattern, conversion pattern>

- Clustering N bias/conversion pattern

2019/4/15 Tencent Social Ads .
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Conversion clustering center

AN = 25
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